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August 19, 2026

Datadog Hiring Team

I am applying for the Senior Product Manager role on Bits Agent Builder. The job is an agent platform other people build on: customers,
partners and internal teams wiring agents into integrations, APIs and developer workflows so those agents can do real work across systems.
That is close to what I do now, and I have spent most of my time on the unglamorous half of it, the integration and governance layer rather
than the demo.

At SpecHawk I built an agentic QA platform where agents map a staging environment, generate and execute test cases, validate Jira tickets
and attach screenshot evidence. I scoped the MVP down to the smallest slice that could produce a trustworthy test run on a design partner's
real application, then ran weekly loops with four enterprise design partners, measuring scheduled usage rather than demo enthusiasm. V2
and V3 added a developer CLI, GitHub integration, Security Hub for dependency risk analysis, and a credit-based pricing architecture.

The measurement half I learned at CAMP Systems. I grounded an AI test generation model with RAG over roughly 2,000 of our own ticket-to-
test conversions in a dense vector index, so the output followed our house patterns and improved with every added example, with no
retraining. That was part of moving test coverage from 62% to 81% while holding enterprise release stability. Before that I drove org-wide
adoption of LaunchDarkly, decoupled deployment from release cycles and raised feature release frequency 400%. The first rollout stalled,
because I had built it around my own mental model of the workflow instead of theirs. I watched real users attempt the real task, rebuilt
around their friction, and adoption followed. I would expect that lesson to bite hard on an agent builder aimed at customers and partners.

Where I am thinner is observability itself, and running a partner ecosystem at your scale. My platform work has been first-party. I would like
to talk about how agent governance is drawn today, and where you want the line between what a customer can wire up themselves and what
stays under review.

Sincerely,
Sahil Sapra
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